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Abstract

Training a neural operator on a stochastic
dynamical system yields a deterministic map
between function spaces, into which the driv-
ing noise is absorbed. Existing interpreta-
tions of trained operators recover the deter-
ministic component, and that noise is rarely
characterized. This work shows that the
trained operator still encodes that noise, and
that expressing the operator in the Fourier
basis recovers it in closed form as a pseudod-
ifferential symbol, the Lévy–Khintchine ex-
ponent whose stability index α sets the tail,
with α = 2 the Gaussian case. The same
symbol separates the deterministic operator
from the noise, so the noise becomes a quan-
tity one can measure and control. Two con-
sistent methods recover the symbol, from the
learned transition symbol of an α-stable pro-
cess and from the residual of a deterministic
fit under a verifiable tail condition. Further-
more, heavy-tailed initialization of a Fourier
Neural Operator yields an α-stable operator
field whose law is the spectral pair (α,Γ),
with the shared skip coupling its harmonic
modes. Across nine PDE families in one and
two dimensions, recovery reaches relative L2

error 7 × 10−7 for the deterministic symbol
and about ten percent on the injected stabil-
ity index.

1 INTRODUCTION

A neural operator trained on a stochastic dynamical
system, such as an SDE, a jump process, or an SPDE,
learns its evolution as a map between function spaces.
That map is deterministic, yet the system it learned
is driven by noise whose law is set by a diffusion co-
efficient, a jump measure, or a stability index. The
trained operator encodes that law, and a pseudodiffer-
ential symbol recovers it in closed form. That symbol

is the noise’s Lévy–Khintchine exponent, the exponent
of its characteristic function. For a stable law the ex-
ponent is the stability index α, which sets how heavy
the noise tails are, together with a scale. The Gaussian
case is α = 2, and a smaller α is heavier-tailed.

There is an explicit call for methods that explain,
in a generalizable way, what a neural operator has
learned (Gao et al., 2025). Existing interpretation
is deterministic and case-specific. A learned opera-
tor’s apparent randomness is sometimes deterministic
structure it failed to capture, and sometimes genuine
noise. The two must be separated to control the noise.
The symbol separates them. Its Lévy–Khintchine form
makes the heavy-tailed, jump-driven regime explicit,
where a Gaussian model of the same data misses the
tails that carry the rare large events.

A Fourier Neural Operator (FNO) layer u ↦→
F−1(Rθ(k)F u) acts one Fourier mode at a time. A
translation-invariant operator multiplies each Fourier
mode ξ by a single factor p̂(ξ), and that factor, ex-
pressed as a function of ξ, is its symbol. The PDE
operators, the isotropic α-stable generator −(−∆)α/2

with symbol −|ξ|α, and the random limit of a wide op-
erator all act this way. One basis diagonalizes them, so
the symbol is recoverable. A differential operator has a
polynomial symbol, which represents only local struc-
ture. The α-stable generator is nonlocal, its symbol
−|ξ|α is not a polynomial, so the operator is pseudod-
ifferential, and only its symbol carries the jump law. A
generic network gives no such representation for each
frequency.

Contributions. A trained neural operator’s driving
noise is a spatial random field, and the operator acts
one Fourier mode at a time. This function-space struc-
ture is absent in the finite-dimensional trajectory set-
ting. (i) A decomposition of the learned map into a
deterministic operator symbol p(ξ) and a noise sym-
bol, both expressed in the one basis that diagonal-
izes the operator (§3). (ii) The heavy-tailed initial-
ization limit of a wide FNO is an α-stable operator
field with independent modes, so its symbol is the pair



Stochastic Pseudodifferential Symbols of Neural Operators

2 1 0 1 2
state x1

2

1

0

1

2
st

at
e 

x 2
Gaussian noise ( = 2)

deterministic drift
sample path
start

2 1 0 1 2
state x1

2

1

0

1

2

st
at

e 
x 2

-stable noise ( = 1.5)

deterministic drift
sample path
start
large jump

Figure 1: The operator’s symbol separates deterministic structure from genuine noise. Both panels share one
drift field b(x) (grey streamlines) and one random noise stream. The drift field is the deterministic velocity
of a state x = (x1, x2). Here it is a Stuart–Landau limit cycle b(x) = (1 − r2)x + ω x⊥, with r2 = x21 + x22,
x⊥ = (−x2, x1), and ω = 1. It draws trajectories onto the unit circle. The blue path solves dx = b(x) dt+σ dLαt .
Only the noise law differs: the Gaussian case (α = 2, left) hugs the cycle, and the heavy-tailed α-stable case
(α = 1.5, right) takes occasional large jumps off it (dark segments, landing points marked). The stability index
α is the part that changes, and the operator’s symbol recovers it.

(α,Γ) indexed by mode, where Γ is the spectral mea-
sure that spreads the jump intensity over the modes,
and a depth result, proven at L = 2 and conditional
beyond it, shows a shared skip connection couples har-
monic modes so Γ is non-diagonal (§5). The α = 2
corner is the Gaussian operator process of de Souza
et al. (2025). (iii) Recovery of the driving noise’s sta-
bility index from a trained operator’s residuals, guar-
anteed by a verifiable tail condition on the fit error,
the function-space counterpart of stability-index esti-
mation for finite-dimensional SDEs, alongside recov-
ery of the governing operator’s terms from the deter-
ministic symbol (§4–§6, §7). (iv) Experiments across
nine PDE families spanning one and two dimensions,
and two physical-parameter ranges (§8). Symbolic ac-
counts of neural operators recover a deterministic sym-
bol (Shin et al., 2022; Boullé et al., 2022), and stability-
index estimation is established for finite-dimensional
SDEs. The operator field, its explicit symbol indexed
by mode, and the heavy-tailed regime are what the
function-space setting adds.

2 SETUP

The operators act on the torus, a periodic spatial do-
main, and are mode-truncated FNOs (Li et al., 2021b;

Kovachki et al., 2023). The results that extract the
symbol (§4, §5) need an operator that is diagonal in
a fixed basis, so they hold for FNO and for the other
spectral operators (for example wavelet-based ones) in
their own basis, and not for operators without such a
basis. DeepONet (Lu et al., 2021) is one such case,
not diagonal in any fixed basis, and no result that
extracts the symbol uses it. The residual method
(§6) needs only a trained mean fit and applies to any
architecture. A pseudodifferential operator acts as
(Au)(x) =

∫︁
p(x, ξ) û(ξ) eix·ξ dξ, where û is the Fourier

transform of u and p is the symbol. When p does not
depend on x the operator is translation-invariant. It
commutes with spatial shifts and is diagonal in the
Fourier basis. It multiplies each mode k by a single
number p̂(k), its Fourier multiplier. This is why the
symbol can be extracted from an FNO layer. A Lévy
process has stationary independent increments, and its
law is fixed by the Lévy–Khintchine exponent ψ(ξ) in
E eiξXt = etψ(ξ). Its generator is the pseudodifferential
operator with symbol ψ. The isotropic α-stable family
has ψ(ξ) = −|ξ|α, generator −(−∆)α/2, and transition
semigroup e−t|ξ|

α

. The stability index α ∈ (0, 2] sets
the tail: α = 2 is Gaussian, and α < 2 has power-
law tails, jumps, and infinite variance. The stochas-
tic claims below describe the operator’s initialization
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prior, its law at initialization, before any training. The
field’s symbol is the pair (α,Γ), and convergence is in
L2.

3 A SYMBOL DECOMPOSITION
THAT SEPARATES SIGNAL
FROM NOISE

The learned map carries a deterministic operator sym-
bol p(ξ), the Fourier multiplier that fixes what the
operator computes, with ξ dual to space. Its random-
ness is described by two further symbols of different
kinds, kept separate. The noise symbol is the law of
the noise driving the dynamics. It is encoded in the
trained operator. In the heavy-tailed regime it is a
Lévy–Khintchine characteristic exponent whose vari-
able is dual to the field value, and a Gaussian spectral
density at α = 2. This is the symbol recovered from
a trained operator (§4, §6). The second is the sym-
bol of the random operator itself under heavy-tailed
initialization. That operator is an operator field : an
infinite-width α-stable field with spectral pair (α,Γ),
where Γ is a spectral measure on the retained modes
(§5). The first is a property of the learned dynam-
ics, and the second is a property of the model prior.
Both are α-stable objects expressed in the basis that
diagonalizes the operator, and both meet the Gaussian
spectral density at α = 2.

4 THE LEARNED TRANSITION
SYMBOL

The operator trained on samples of an α-stable process
learns the process’s transition semigroup. That semi-
group has symbol e−t|ξ|

α

. A log–log fit of the recovered
symbol gives the stability index.

Proposition 1 (symbol recovery at each mode). A
single Fourier-multiplier layer fit by least squares to
input/output pairs of a translation-invariant operator
with multiplier p̂(k) recovers R[k] → p̂(k) on every
mode of nonzero input energy. For the target e−t|ξ|

α

the stability index is identified by log(− logR[k]) =
log t+ α log |k|.

5 THE INITIALIZATION PRIOR AS
AN α-STABLE FIELD

The operator prior studied here is distinct from the
noise symbol of §4 and §6. The stability index here is
that of the weights at initialization, and it describes
the prior over operators, not the noise of any dataset.
The statement is a property of the initialization and
holds independently of the optimizer used later.

Theorem 1 (single-layer α-stable operator field).
Under heavy-tailed initialization of a mode-truncated
single-layer FNO, with i.i.d. symmetric weights whose
tails are exactly power-law (regularly varying) of in-
dex α, the output field at a fixed input converges in
distribution, in L2(T), to a symmetric α-stable field
with independent modes, symbol (α,Γ), and a scale
σαk for each mode, under normalization (n log n)−1/α.
The index α is intrinsic to the operator, while Γ de-
pends on that input. As α→ 2 the limit is structurally
the Gaussian neural-operator process of de Souza et al.
(2025), and the constants coincide for piecewise-linear
activations.

The proof reduces the output field to its coefficient
vector on the retained modes and takes a multivariate
stable limit of that vector. Each channel contributes a
product of two heavy-tailed weights, the lifting weight
and the spectral weight. A product of two index-α tails
is again index α with a logarithmic correction, which
forces the (n log n)−1/α normalization (Bordino et al.,
2023). The heavy factor is shared across the modes
of one channel, while the spectral weights are drawn
fresh for each mode, so a joint jump of two modes
needs two independent large weights and stays negligi-
ble against the single-mode jumps. The limiting Lévy
measure charges one mode at a time, the modes are in-
dependent, and a multivariate stable central limit the-
orem assembles the field (Jung et al., 2023). Within
that measure each mode k ≥ 1 carries twice the spec-
tral mass of the zero mode, since the complex Fourier
weight contributes two independent real components
on its plane. The appendix gives the full argument.
As α → 2 the stable exponent turns into a quadratic,
and the field converges to the Gaussian operator prior
of de Souza et al. (2025) on the same mode-diagonal
covariance.
Theorem 2 (depth limit with a skip connection).
Consider a depth-L mode-truncated FNO with a point-
wise skip connection. Take the width limit one layer at
a time. For L = 2 one coupled skip block gives a sym-
metric α-stable field with symbol (α,Γ2). The shared
skip weight makes a dominant input mode m0 deposit
Fourier mass on its harmonic family, so harmonic
mode pairs jump together, and Γ2 is non-diagonal,
diagonal if and only if the skip vanishes. For gen-
eral depth L the same sequential limit supports ΓL on
nested harmonic sets, diagonal if and only if every
skip vanishes, under a generic nondegeneracy condi-
tion. The simultaneous width limit, where every layer
widens together, is open, and the result holds along
sufficiently fast width paths.

The coupling comes from the shared skip weight.
A single large input coefficient at mode m0 passes
through the rectifying activation and lands Fourier
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mass on the harmonics of m0 at once. The half-
wave rectified cosine fixes those weights, ρ̂0 = 1/π,
ρ̂±1 = 1/4, and ρ̂±2k = 1

π
(−1)k+1

4k2−1 , and vanishes on the
higher odd harmonics. The skip multiplies that whole
spread by one weight, so those modes jump together,
and their joint jump is as likely as a single-mode jump.
The spectral part draws a fresh weight for each mode
and stays diagonal, so the skip alone produces the cou-
pling. Independent modes return when the skip van-
ishes. Depth compounds the effect, since each layer
spreads the previous harmonics onto their own har-
monics, so the coupled modes fill nested harmonic sets.
The coupling shows that heavy-tailed noise correlates
the frequency modes through the operator.

Proposition 2 (identifiability requires an ensem-
ble). The discrete-spectrum field is non-ergodic. One
trained network reveals its realized coefficients only.
The law (α,Γ) follows from an ensemble of networks.
The marginal scale σαk =

∫︁
|sk|α dΓ of each mode is es-

timable from an ensemble of m initializations at rate√
m. The cross-mode coupling requires joint multi-

mode statistics.

6 EXTRACTING THE NOISE
FROM RESIDUALS

The data has the form u = G(a) + ϵ, where G is a
deterministic operator, and ϵ is a symmetric α-stable
term drawn fresh for each sample. A deterministic
operator fits the conditional mean G. The residual is
the noise, and the residual samples give its symbol.

The tail of the fit error decides whether the residual
reveals the noise. An imperfect fit leaves that error
in the residual alongside the noise. When the error is
lighter-tailed than the noise, the heavy tail that fixes
the stability index still dominates, and the estimator
extracts it, whatever the error’s L2 size. When the
error is as heavy as the noise, the two are inseparable.

Proposition 3 (residual estimator). The empirical
characteristic-function estimator of α from held-out
residuals recovers the stability index when the fit error
δ is lighter-tailed than the noise, E|δ|p < ∞ for some
p ∈ (α, 2]. It then extracts the stability index regard-
less of the L2 size of δ, and is asymptotically normal
at the

√
m rate around a slope within a controllable

tolerance of α (Koutrouvelis, 1980; Koutrouvelis and
Bauer, 1982). A fit error as heavy-tailed as the noise
breaks the recovery.

7 ESTIMATION AND
RECONSTRUCTION

Each method estimates a stability index from data
with infinite variance, so empirical moments give noth-
ing. The empirical characteristic function φ̂(θ) =
1
m

∑︁
j e
i⟨θ,X(j)⟩ stays bounded and has finite variance

at every θ (Feuerverger and Mureika, 1977; Paul-
son et al., 1975). A symmetric α-stable law satis-
fies |φ̂(θ)| ≈ e−σ

α|θ|α . The noise symbol is ψ(θ) =
− log |φ̂(θ)|, and the slope of logψ against log |θ| gives
α. A slope that stays flat across the frequency window
certifies the extraction. A slope that bends toward two
flags a fit error too heavy to separate. The estimate
degrades as α→ 2. The heavy-tail signal that fixes the
stability index is carried by the rare large values, and
those values grow scarce near the Gaussian boundary.
The experiments show this limit (§8).

Figure 2 contrasts the characteristic-function estima-
tor with a moment estimator on the same samples.
The empirical variance diverges with sample size for
α < 2 and settles only at α = 2, so a Gaussian or
moment fit reports a scale that never converges. The
characteristic-function estimator recovers the stability
index across the range.

A recovered symbol is useful only if it reproduces the
operator it came from. The recovered symbols define a
closed-form operator, and its relative L2 error against
the trained operator on held-out data measures the
reconstruction. A recovered stability index is checked
the same way, by whether the residual law it predicts
matches the observed residuals. Table 1 reports this
error across the linear registry. The closed-form sym-
bol reproduces every linear operator to machine preci-
sion. A linear symbol fit against the nonlinear Burgers
operator has error about 0.37, which tells an adequate
reconstruction from an inadequate one.

8 EXPERIMENTS

The deterministic and residual methods use 1D opera-
tors whose symbols are known in closed form: Poisson,
heat, the α-stable transition operator, and the frac-
tional Laplacian. The single Fourier-multiplier layer
makes the learned symbol directly recoverable, and a
multi-layer FNO carries the residual method on the
nonlinear benchmarks. The method from the initial-
ization prior uses a wide FNO block at heavy-tailed
initialization, estimated across an ensemble of inde-
pendent initializations. Every method estimates the
stability index from the empirical characteristic func-
tion, since the heavy-tailed data carries no usable mo-
ments.
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Figure 2: The estimator choice. Left: the empirical variance grows without settling as the sample size grows
for α < 2, and stays flat at α = 2, so a moment estimator has no limit in the heavy-tailed regime. Right: the
characteristic-function estimator recovers the injected stability index where the moment estimator fails.

Table 1: Reconstruction error of the recovered closed-form symbol. The closed-form least-squares symbol on
each mode is compared with the analytic symbol on held-out data. The five linear operators recover to machine
precision. The nonlinear Burgers control, where no linear symbol exists, scores about fifteen orders of magnitude
higher.

operator symbol error reconstruction rel. L2

Poisson 3.8× 10−16 3.5× 10−16

heat 1.9× 10−15 2.2× 10−15

Helmholtz 2.4× 10−15 2.5× 10−15

α-stable transition 7.9× 10−16 1.5× 10−15

fractional Laplacian 4.9× 10−16 4.7× 10−16

Burgers (nonlinear control) n/a 3.7× 10−1

Recovery reaches near machine precision for the de-
terministic symbol (Figure 3). From those recovered
linear symbols, a dictionary fit extracts the governing
operator in closed form: its differential order, its coef-
ficient, and whether it is local or nonlocal. The fit re-
covers the diffusion viscosity, the Helmholtz wavenum-
ber, and the fractional index, and it separates local
from nonlocal operators, at coefficient of determina-
tion 1.00 on the linear registry. The stability-index
recovery then tracks the injected value both from the
heavy-tailed width limit of the initialization prior and
from a trained operator’s residuals (Figure 4). The
recovery is weakest at very heavy tails near α = 1.2,
where the infinite-variance noise degrades the mean fit,
and it carries a mild downward bias near α = 2, where
the estimator loses resolution.

The coupling prediction of Theorem 2 also holds on a
wide FNO block with α-stable initialization (Figure 5).

Each mode’s index matches the initialization for both
conditions. Without the shared skip, harmonic modes
are independent, and their tail dependence sits at the
independence baseline. With the skip, the modes cou-
ple, and the upper-tail dependence, the chance that
one harmonic mode is extreme when the other is, rises
well above the baseline for every tested α.

The residual method runs on real PDE benchmarks
from PDEBench (Takamoto et al., 2022), across nine
families that span one and two dimensions. Table 2
reports eight of them at the full stability-index range,
and Navier–Stokes is the ninth, run at α = 1.5 only
(α̂ = 1.51). A neural operator is trained on the next-
step solution operator, symmetric α-stable noise is
added to the targets, and the stability index is ex-
tracted from held-out residuals. The injected stability
index is known, which fixes a ground truth to score
the recovery against, so the real content of the test
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Figure 3: The deterministic method. A single Fourier-multiplier layer recovers the analytic Poisson symbol to
test relative L2 error 9× 10−5, and the α-stable transition symbol to 7× 10−7.
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Figure 4: Extracting the stability index by two methods. (A) One realization of a trained operator’s residual:
the Gaussian noise (α = 2) stays inside the ±3σ band, while the Lévy noise (α = 1.5) carries rare jumps tens
of σ tall. (B) The empirical survival function of the residuals is a power law whose log-log slope is −α, so the
tail exponent is the stability index, and the Gaussian corner (α = 2) falls off sharply. (C) Both methods recover
the true stability index α. The residual method extracts it from a trained operator’s residuals, separating the
deterministic part to relative L2 error 8 × 10−3. The method from the initialization prior extracts it from the
heavy-tailed width limit. The readout is conservative only near the Gaussian corner.

is the nonlinear dynamics the operator must fit. The
recovery is accurate when the residual error is lighter-
tailed than the noise, which holds wherever the oper-
ator fits the clean dynamics. At α = 1.5 and α = 1.8
the recovered stability index matches the injected one
within about ten percent on every family that fits,
with the largest gap on the 2D families near the Gaus-
sian boundary. At α = 1.2 the heavy tail degrades
the mean fit for most families, so those cells carry no
clean split and are left blank. A blank is a fit failure,
consistent with Proposition 3, and separate from the
estimator.

The recovery is invariant to a family’s physical param-
eters (Table 3). On Burgers the recovered stability in-
dex stays near the injected 1.5 as the viscosity varies
over three orders of magnitude, and on advection it
stays near 1.5 as the transport coefficient varies. The
stability index the operator carries is a property of the

driving noise, and it does not move with the equation’s
coefficients.

9 SCOPE AND LIMITATIONS

The depth results hold in the sequential width limit,
layer by layer, for symmetric α-stable block weights.
The simultaneous width limit, where every layer
widens together, is open. Depth L also needs a nonde-
generacy assumption. At every layer, for every atom
va of the input spectral measure, the in-band recti-
fied image ρ(a) loads a mode outside the support of
va, which holds when the atom’s fundamental satis-
fies 3m0 ≤ K and can fail near the band edge. The
condition ρ(a) ̸= 0 holds automatically. One cou-
pling constant is inherited from the single-layer atom
weights. The recovery gives the scalar α and the scale
of each mode, and it does not give the full multivari-
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Figure 5: Theorem 2 on a wide FNO block with α-stable initialization, over an ensemble of random initializations.
(A) The mean upper-tail dependence λ of harmonic mode pairs versus α: without the shared skip it sits on the
independence baseline 1 − q, and with the skip it rises well above it. (B) The tail-dependence matrix over the
harmonic family with the skip, at α = 1.5: every pair lifts above the baseline, so one shared weight couples the
whole family at once.

ate jump measure. Convergence is in distribution in
L2(T), and the field is stationary only at α = 2 or
under a translation-invariant input ensemble. Esti-
mation degrades as α → 2. The PDEBench Navier–
Stokes subset used here has four trajectories, so its er-
ror on the clean data is measured across time steps of
those trajectories. The experiments measure recovery
against an injected stability index of known value, and
do not test recovery from a native heavy-tailed law.
The residual method needs the fit error to be lighter-
tailed than the noise. On shock-dominated compress-
ible flow the spectral FNO does not fit, and its residual
error is itself heavy-tailed, so the recovered stability in-
dex pins to that error and the family is out of scope
without a shock-capturing backbone (Appendix B).

10 RELATED WORK

Neural operators map functions to functions. The
Fourier Neural Operator applies a learned multiplier
on each retained Fourier mode (Li et al., 2021b; Ko-
vachki et al., 2023), and DeepONet learns a branch–
trunk representation of the solution map (Lu et al.,
2021). These architectures target the deterministic so-
lution operator of a PDE.

Data-driven equation discovery is well developed on
the deterministic side. Sparse regression identifies
active terms and their coefficients for ODEs and
PDEs (Brunton et al., 2016; Rudy et al., 2017). PDNO
parameterizes a pseudodifferential symbol as a forward
operator (Shin et al., 2022), Green’s-function learning

recovers the kernel of a linear operator (Boullé et al.,
2022), and a neural-operator symbolic search recov-
ers operators with fractional and nonlocal terms (Gar-
maev and Fink, 2025). The recovery of the determin-
istic terms here (§8) is a scaffold in this line. It ex-
tracts the symbol from the trained operator and es-
timates the fractional index that the symbolic search
fixes. None of these recovers a noise distribution.

The Gaussian corner of the field limit is established
for operators. de Souza et al. (2025) prove that a
wide neural operator converges to a function-valued
Gaussian process, and optimal convergence rates for
neural operators are known in this finite-variance
regime (Nguyen and Mücke, 2024). Both are the α = 2
case of the operator field studied here. At α = 2 the
field has a covariance and a spectral density.

The heavy-tailed case rests on infinite-width stable
limits for fully connected networks (Jung et al., 2023;
Favaro et al., 2020; Bordino et al., 2023; Favaro et al.,
2022). A wide layer with heavy-tailed weights con-
verges to a symmetric α-stable law carrying a spectral
measure on the sphere of input coordinates (Samorod-
nitsky and Taqqu, 1994). The operator setting changes
the object: the limit is a random field, it is diago-
nal in the Fourier basis, so its modes are independent,
the spectral measure becomes a symbol indexed by
frequency mode, and the depth coupling acts on har-
monic modes through the shared skip. Fully connected
networks lack that structure, and the function-space
regime supplies it.
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Table 2: Residual method on PDEBench families across the full stability-index range. Each cell is the recovered
stability index α̂ for the injected α. A blank marks a cell where the operator’s fit to the clean data stayed above
relative L2 0.35, so the signal and noise cannot be separated. Cells other than Burgers and shallow water are
means over five seeds {0, 42, 84, 126, 168}, with a standard deviation of at most 0.03 across seeds. Navier–Stokes
was run at α = 1.5 only (α̂ = 1.51).

PDE family dim α=1.2 α=1.5 α=1.8

Burgers 1D 1.27 1.50 1.78
Advection 1D 1.54 1.80
Diffusion–sorption 1D 1.51 1.80
Diffusion–reaction 1D 1.49 1.80
Compressible flow 1D 1.50 1.74
Shallow water 2D 1.38 1.53 1.64
Darcy flow 2D 1.52 1.62
Diffusion–reaction 2D 1.50 1.75

Table 3: Recovery is invariant to a family’s physical
parameters, at injected α = 1.5. Left: Burgers across
viscosity ν. Right: advection across transport coeffi-
cient β.

ν α̂ β α̂

0.001 1.53 0.1 1.58
0.01 1.53 0.4 1.54
0.1 1.50 2.0 1.53
1.0 1.50 4.0 1.54

Data-driven recovery of a driving Lévy noise is devel-
oped for finite-dimensional systems. Trajectory-based
methods estimate the stability index and jump mea-
sure of an α-stable SDE from sample paths (Li and
Duan, 2020; Li et al., 2021a). The residual method
here is the function-space counterpart, extracting a
heavy-tailed noise field from a trained operator’s resid-
uals, a regime the trajectory setting does not reach.

The estimator is the empirical characteristic function
of a stable law (Koutrouvelis, 1980; Koutrouvelis and
Bauer, 1982; Nolan, 2020). Heavy tails in neural net-
works are also studied at the optimizer level, where
stochastic-gradient noise is heavy-tailed and weight it-
erates go heavy-tailed even from light-tailed initial-
ization (Simsekli et al., 2019; Gurbuzbalaban et al.,
2021). That phenomenon is a property of the training
dynamics, while the operator field’s prior here is fixed
at initialization.

11 CONCLUSION

A neural operator trained on stochastic dynamics car-
ries the distribution of its noise, and a pseudodiffer-

ential symbol expresses it in closed form. The light-
tailed regime gives a Gaussian spectral density, and the
heavy-tailed regime a stable characterization with in-
dex α, recovered from the learned transition symbol,
the initialization prior, and the residuals. The same
symbol separates the deterministic operator from the
noise.

The separation makes the noise a quantity one can
measure and act on. A recovered stability index cer-
tifies whether apparent randomness is deterministic
structure the operator missed or genuine heavy-tailed
noise. It sets the stability index of a denoiser, and it
supplies a controlled Lévy forcing when injection is the
goal.
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Recovering the Lévy Noise: Stochastic Pseudodifferential Symbols of
Neural Operators

Supplementary Materials

A PROOFS

This appendix proves the five results of the main text: Theorem 1, Theorem 2, Proposition 1, Proposition 3,
and Proposition 2. Appendix A.1 treats the two field-limit theorems. Appendix A.2 treats the three retrieval
propositions. The status of each result is stated with it: Theorem 1, Proposition 1, and Proposition 2 are
unconditional, Proposition 3 rests on cited estimator theory for the

√
m limit, with the tail and slope bounds

proved here, and Theorem 2 holds at L = 2 in the sequential width limit, with its one inherited atom weight
now fixed by Lemma 4, and for general depth in the same sequential limit under a nondegeneracy assumption,
with the simultaneous width limit open.

A.1 The field limit of the initialization prior

The field limit describes the operator’s initialization prior, its law at initialization. All convergence is in L2(T)
on the torus T = R/2πZ. The field symbol is the pair (α,Γ) throughout, a stability index and a spectral measure
on the mode sphere. It is not a Lévy generator exponent.

Standing notation. The Fourier coefficients are f̂(k) = 1
2π

∫︁
T f(x)e

−ikxdx, and Parseval reads ∥f∥2L2 =

2π
∑︁
k |f̂(k)|2. A mode cutoff K fixes the retained band, with VK the span of {eikx : |k| ≤ K} and V R

K its real
elements, of real dimension 2K+1. The activation is the GELU ϕ(z) = zΦ(z) with Φ the standard normal CDF,
which is asymptotically linear on the right (ϕ(z)/z → 1 as z → +∞, ϕ(z) → 0 super-polynomially as z → −∞,
and |ϕ(z)| ≤ |z|). For a fixed input u0 the positive and negative parts are g+ = (u0)+ and g− = (u0)−, with
band coefficients γ+(k) = ˆ︂g+(k) and γ−(k) = ˆ︂g−(k).
The FNO with a single spectral layer, of width n, scalar in and scalar out, retaining |k| ≤ K, is

fn(x) =
∑︂

|k|≤K

f̂n(k) e
ikx, f̂n(k) =

1

(n logn)1/α

n∑︂
i=1

Ri,k Yi,k, Yi,k = ˆ︂ϕ(aiu0)(k), (1)

with a lifting weight ai for each channel, a spectral weight Ri,k for each channel and mode, and the read-out
folded into the spectral contraction. Reality of ϕ(aiu0) and the constraint Ri,−k = Ri,k give f̂n(−k) = f̂n(k), so
fn ∈ V R

K almost surely.

Assumption 1 (input). u0 ∈ L2(T;R), u0 ̸= 0, and nondegenerate on the retained band: (γ+(k), γ−(k)) ̸= (0, 0)
for every |k| ≤ K. A mode where both vanish is null in the limit and is dropped from the active band.

Assumption 2 (lifting weights). The weights a1, . . . , an are i.i.d., symmetric, with an exactly regularly varying
tail of index α ∈ (0, 2): P(|a1| > t) ∼ cat

−α as t→ ∞, ca > 0.

Assumption 3 (spectral weights). For 0 ≤ k ≤ K the weights Ri,k have real and imaginary parts i.i.d. symmetric
with P(|ReR1,k| > t) ∼ cRt

−α, the same index α, with Ri,0 real and Ri,−k = Ri,k. The families {ai} and
{Ri,k} are independent, i.i.d. across the channel index i, and independent across the mode index k. Cross-mode
independence of the fresh spectral weights keeps the single-layer modes decoupled.

The exact tails fix the normalization to (n logn)−1/α. A heavier slowly varying factor would change the power
of the logarithm. This is the normal domain of attraction with the slowly varying part pinned.



Miñoza

A.1.1 Proof of Theorem 1

Theorem 1. Under heavy-tailed initialization of a mode-truncated single-layer FNO, with i.i.d. symmetric
weights of exactly regularly varying tail index α ∈ (0, 2), the width limit is, in distribution in L2(T), a sym-
metric α-stable operator field with independent modes, symbol (α,Γ), and a scale σαk for each mode, under
normalization (n log n)−1/α. As α→ 2 the limit is structurally the Gaussian neural-operator process of de Souza
et al. (2025), and the constants coincide for piecewise-linear activations.

The channel summand is Ti,k = Ri,kYi,k, collected as the real vector Ti = (Ti,k)|k|≤K of dimension 2K + 1

through the coordinates (Ti,0,ReTi,k, ImTi,k), with norming an = (n log n)1/α. Four lemmas and an assembly
give the limit.

Step 0: reduction to a vector limit. The map J : R2K+1 → V R
K sending a coordinate vector to its

trigonometric polynomial is a linear bijection, and by Parseval the L2(T) norm is equivalent to the Euclidean
norm, so J and J−1 are continuous. With Sn = a−1

n

∑︁
iTi one has fn = J(Sn), so by the continuous mapping

theorem fn converges in L2(T) if and only if Sn converges in R2K+1. Tightness is automatic in finite dimension,
so the task is the multivariate stable limit of Sn.

Lemma 1 (activation tail). For each |k| ≤ K the map a ↦→ Y (a) = ˆ︂ϕ(au0)(k) satisfies Y (a)/a → γ+(k) as
a→ +∞ and Y (a)/|a| → γ−(k) as a→ −∞. The random vector Y1,k is then regularly varying of index α, with
P(|Y1,k| > t) ∼ ca

2 t
−α(|γ+(k)|α + |γ−(k)|α), and its angular limit is the asymmetric two-atom measure placing

the positive tail of a1 on the ray γ+(k) and the negative tail on the ray γ−(k).

Proof. For a → +∞ the ratio ϕ(au0(x))/a = u0(x)Φ(au0(x)) → u0(x)1{u0(x)>0} = g+(x) pointwise, dominated
by |u0| ∈ L1(T) because |ϕ(z)| ≤ |z|, so dominated convergence gives Y (a)/a → γ+(k). The branch a → −∞
gives Y (a)/|a| → γ−(k) by the same argument on {u0 < 0}. For large |a| the coefficient Y (a) is therefore a
fixed complex slope times the index-α symmetric variable a1, and regular variation of a1 transfers through this
asymptotically linear map to the two rays with the stated masses (Resnick, 2007). Nondegeneracy (Assumption 1)
makes the limit nonzero.

Lemma 2 (product tail and the (n logn)−1/α norming). For each |k| ≤ K the marginal tail is P(|T1,k| > t) ∼
Ck t

−α log t, a regularly varying tail of index α with slowly varying part log t, where Ck = αcRca(|γ+(k)|α +
|γ−(k)|α) for 1 ≤ k ≤ K and C0 = αcR

ca
2 (|γ+(0)|α + |γ−(0)|α). The sequence an = (n log n)1/α then satisfies

nP(|T1,k| > κkan) → 1 for a constant κk.

Proof. The factor T1,k = R1,kY1,k is a product of two independent variables, each of exact tail index α by
Assumption 3 and Lemma 1. For independent nonnegative X,Y with P(X > t) ∼ cXt

−α and P(Y > t) ∼ cY t
−α,

P(XY > t) =

∫︂ ∞

0

P(X > t/y) dFY (y) ∼ cXt
−α

∫︂ t

1

yα dFY (y) ∼ cXt
−α · αcY log t,

where
∫︁ s
1
yαdFY (y) = αcY log s+O(1) by Karamata’s theorem. The logarithm is produced by the intermediate

splits y ∈ [1, t] across all log-scales, while the two endpoint regimes each contribute a vanishing O(t−α) fraction.
The complex modulus |R1,k| has cX = 2cR for k ≥ 1 from its two i.i.d. index-α parts and cX = cR for the real
mode k = 0, and cY comes from Lemma 1, which yields Ck (Embrechts and Goldie, 1980; Cline, 1986). The
balance nCka−αn log an → 1 with log an ∼ α−1 log n gives an ≍ (n log n)1/α, and the fixed choice an = (n log n)1/α

absorbs κk into the limiting scale.

The product structure is the reason the norming carries a logarithmic correction. Each channel summand
multiplies two independent exact-index-α tails, and such a product is index α with a slowly varying log factor,
so the classical n−1/α norming would leave the sum divergent. This effect is specific to asymptotically linear
activations (Bordino et al., 2023).

Lemma 3 (the Lévy measure sits on single-mode subspaces). For distinct modes k ̸= k′ in {0, . . . ,K} and any
ε > 0, nP(|T1,k| > εan and |T1,k′ | > εan) → 0. The vague limit ν = limn nP(T1/an ∈ ·) therefore charges no
direction with two modes simultaneously nonzero.
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Proof. Both T1,k and T1,k′ share the single heavy factor a1 through Y1,k, Y1,k′ , while R1,k, R1,k′ are independent
index-α. After conditioning on a1, for large |a1| the moduli satisfy |Y1,k| ≲ |a1|, so by independence of R1,k, R1,k′

the conditional joint exceedance is of order (|a1|/εan)α ∧ 1 in each factor. The expectation over a1, split at
|a1| = an, is O(a−αn ) from both the tail region and the bulk region

∫︁ an
1

(y/an)
2α d(y−α) ≍ a−αn . The joint

exceedance is thus O(a−αn ) with no logarithm, so nP(· · · ) = O(na−αn ) = O(1/ log n) → 0. The joint two-mode
jumps are negligible against the marginals that set the norming and carry a logarithm, which is the multivariate-
regular-variation criterion for asymptotic independence (Resnick, 2007; Samorodnitsky and Taqqu, 1994).

Lemma 4 (angular measure within a mode). Fix k ≥ 1. Inside the mode-k plane R2 ∼= C the vague limit
νk = limn nP(T1,k/an ∈ ·) exists and equals a radial αr−α−1dr times an atomic angular measure Λk supported
on the directions {±r+(k),±r−(k),±ir+(k),±ir−(k)} with r±(k) = γ±(k)/|γ±(k)|, the mass on the γ±-rays
proportional to cR|γ±(k)|α. For k = 0 the coefficient is real and Λ0 is symmetric on {±1}.

Proof. By Lemma 2 the dominant large-|T1,k| event is an intermediate split in which a1 and exactly one of
ReR1,k, ImR1,k are large, the two spectral parts being independent index-α. On the event that ReR1,k is large,
T1,k ≈ ReR1,k · |a1|γsgn a1(k) is a large real scalar along the fixed ray R · γ±(k), an atom at ±r±(k). The event
that ImR1,k is large gives the i-rotated atoms, and symmetry of the weights supplies both signs. The support
and the cR|γ±(k)|α proportionality are thereby fixed, and the split integral apportions the plane mass in closed
form. Because ReR1,k and ImR1,k are i.i.d. of index α, the real ray γ̂±(k) = γ±(k)/|γ±(k)| and the i-rotated ray
carry equal mass. Averaging over the sign of a1 places atoms along ±γ̂+(k),±iγ̂+(k) from the a1 > 0 branch and
along ±γ̂−(k),±iγ̂−(k) from the a1 < 0 branch, the two branches in mass ratio |γ+(k)|α : |γ−(k)|α. Each of the
four atoms in a branch carries one quarter of that branch’s mass, and the two branches sum to the total angular
mass Λk(S

1) = Ck/α, where Ck = αcRca(|γ+(k)|α + |γ−(k)|α) is the marginal tail constant of Lemma 2. A ray
with a vanishing coefficient carries no mass and is dropped. The marginal scale σαk =

∫︁
|sk|α Λk(ds) depends on

this total alone, so the apportionment changes neither the mode scales nor their independence.

Assembly. By Lemmas 3 and 4 the vague limit is ν =
∑︁K
k=0 νk, each νk on the mode-k subspace, so T1 is

multivariate regularly varying of index α with Lévy measure ν. Symmetry of the weights removes drift and
skewness for all α ∈ (0, 2), and the truncated-second-moment condition holds by Karamata since α < 2, so
the multivariate generalized central limit theorem gives Sn = a−1

n

∑︁
iTi ⇒ Z, a symmetric α-stable vector

whose spectral measure Γ =
∑︁
k Λk is the angular part of ν (Rvačeva, 1962; Meerschaert and Scheffler, 2001).

Because Γ charges no direction with two modes at once, the axis-support criterion for stable vectors gives mutual
independence of Z0, . . . , ZK (Samorodnitsky and Taqqu, 1994), which is part (i). The characteristic function
Eei⟨θ,Z⟩ = exp(−

∫︁
|⟨θ, s⟩|αΓ(ds)) with Γ =

∑︁
k Λk gives parts (ii) and (iii), the scale of each mode being

σαk =
∫︁
|sk|α Γ(ds). The form of this width limit adapted to the network, with the (n logn)−1/α norming for

asymptotically linear activations, matches Jung et al. (2023); Bordino et al. (2023). Transport by J carries the
convergence to fn ⇒ f = J(Z) in L2(T).

Lemma 3 is the delicate step. The shared lifting weight ai induces no cross-mode dependence in the limit because
all factors share the same index α, so joint two-mode jumps are O(a−αn ) against a marginal of order a−αn log n
with its extra logarithm, and the ratio O(1/ logn) vanishes. A heavier shared factor, or a Breiman regime with
one factor of finite α-moment, would couple the modes and drop the logarithm. The convergence to a symmetric
α-stable field on V R

K , the (n log n)−1/α rate, and mode independence are the robust conclusions. The exact
angular measure within each mode is given in closed form by Lemma 4, and the mode scales depend only on its
total mass.

A.1.2 Proof of Corollary 1

Corollary 1 (Gaussian operator field at α = 2). Regard α ∈ (0, 2) as a parameter and let f (α) have spectral
measure Γ(α) =

∑︁
k Λ

(α)
k . The atom locations of Λ(α)

k depend on u0 only, through γ±(k), and the atom weights
∝ cR|γ±(k)|α vary continuously in α, so Γ(α) → Γ(2) weakly and f (α) ⇒ f (2), a mean-zero Gaussian field on V R

K

with independent modes and block-diagonal covariance Σab = 2
∫︁
sasb Γ

(2)(ds). This is the same field class as the
infinite-width FNO prior of de Souza et al. (2025). The correspondence is structural. Their activation enters
through the arc-cosine dual kernel of the whole nonlinearity, whereas the limit here enters through the one-sided
slopes γ±(k), so the variance spectrum of each mode coincides exactly only for a piecewise-linear activation,
where the dual kernel is fixed by those slopes.
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Proof. For fixed θ the integrand |⟨θ, s⟩|α is bounded on the sphere, and x ↦→ xα converges to x ↦→ x2 uni-
formly on the bounded range, so with Γ(α) → Γ(2) weakly the stable exponent converges to θ⊤Mθ with
Mab =

∫︁
sasb Γ

(2)(ds). The characteristic functions then converge pointwise to exp(−θ⊤Mθ), continuous at
the origin, so Lévy continuity gives a Gaussian limit with Σ = 2M . Independence of modes passes to the limit
because Γ(2) is again supported on single-mode subspaces, giving block-diagonal Σ. Transport by J gives the
field statement. The order of limits is n → ∞ at fixed α, then α → 2, so no interchange is used. A direct
construction at α = 2 carries the boundary tail t−2 log t and the norming

√
n logn, corrected by a logarithm and

specific to the asymptotically linear product structure here, and returns a Gaussian field of the same class as the
infinite-width FNO prior of de Souza et al. (2025) under the standard

√
n norming.

A.1.3 Proof of Theorem 2

The depth argument keeps the setting of the initialization prior and the symbol, the pair (α,Γ). One block
applies a spectral convolution with fresh heavy-tailed weights for each mode, a pointwise linear skip with a
single heavy-tailed weight b shared across all modes, and a pointwise GELU. The decisive asymmetry is that
the spectral multiplier draws a new weight for each mode while the skip multiplies the whole field by one scalar.
The depth statement is proven for exactly symmetric α-stable block weights, for which the conditional spectral
measure of each block is exact. The exactly regularly varying class of Theorem 1 follows the same point-process
limit, outlined here.

Theorem 2. Consider a depth-L mode-truncated FNO with a pointwise skip connection. Take the width limit
one layer at a time. For L = 2 one coupled skip block gives a symmetric α-stable field with symbol (α,Γ2). The
shared skip weight makes a dominant input mode m0 deposit Fourier mass on its harmonic family, so harmonic
mode pairs jump together, and Γ2 is non-diagonal, diagonal if and only if the skip vanishes. For general depth L
the same sequential limit supports ΓL on nested harmonic sets, diagonal if and only if every skip vanishes, under
a generic nondegeneracy condition. The simultaneous width limit is open, and the result holds along sufficiently
fast width paths.

The block acts on a discrete-spectrum SαS input field, and the coefficient of output mode k is Ak = cn
∑︁
i[Ri(k)+

bi]ĝi(k) with ĝi = ˆ︁ϕ(zi) and normalization cn = (n log n)−1/α. In the sequential width limit the block-2 input
is the single-layer field of Theorem 1, so two of the earlier hypotheses become lemmas. The mean-field width
limit holds because the block channels are independent copies of that field. The one-large-jump tail transfer
holds by a uniform rectification bound and the mapping theorem for regularly varying measures. Only the finite
retained band stays structural. The joint width limit, where both widths grow together, would instead need
the deep-network result of Favaro et al. (2020), which holds under a sublinear activation envelope and so leaves
GELU open.

Lemma 5 (index preservation for asymptotically linear activations). Let the input value z be SαS with scale σ
and let the weights be fresh SαS(1). For a GELU-type activation with ϕ(t)/t→ 1 as t→ +∞ and ϕ(t)/t→ 0 as
t → −∞, the pointwise width limit cn

∑︁
i wiϕ(zi) under cn = (n log n)−1/α is SαS(K1/α) with K = c+ασ

α. The
index α is preserved and the norming carries the extra logarithm.

Proof. Conditional on {zi} the sum
∑︁
i wiϕ(zi) is SαS with scale S1/α

n , Sn =
∑︁
i |ϕ(zi)|α, so the conditional

characteristic function is exp(−cαnSn|θ|α) and the limit is fixed by that of cαnSn. Asymptotic linearity gives
uαP(|ϕ(z)| > u) → c+ασ

α, so Y = |ϕ(z)|α has tail P(Y > t) ∼ Kt−1 of index 1 with infinite mean. The Feller
weak law at index 1 then applies with truncation at bn = n log n: the maximum term exceeds bn with probability
O(1/ log n) → 0, the truncated mean is m(bn) ∼ K log n, and Chebyshev gives Sn/(n logn) → K in probability.
Hence cαnSn → K and the limit is SαS(K1/α). A bounded or strictly sublinear activation instead has EY < ∞
and the classical n−1/α norming, and a superlinear |ϕ(t)| ∼ c|t|β degrades the index to α/β, so the logarithm is
the specific signature of asymptotic linearity (Bordino et al., 2023).

Lemma 6 (exact conditional spectral measure). Condition on {gi}. The output vector A = (Ak)k is SαS with
spectral measure

Γcond
n = cαn

∑︂
i

∑︂
k

mk|ĝi(k)|αλi,k⏞ ⏟⏟ ⏞
spectral term, one plane for each mode

+ cαn
∑︂
i

∥ĝi∥αα 1
2 (δui

+ δ−ui
)⏞ ⏟⏟ ⏞

skip term, ui=ĝi/∥ĝi∥α

,
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where λi,k is the angular probability measure within the plane of the fresh complex weight, the plane mass is
m0 = 1 and mk = 2 for k ≥ 1 because the complex weight contributes two independent real components on the
mode-k plane, and ∥ĝi∥αα =

∑︁
k |ĝi(k)|α. Every spectral atom lies in one mode-k plane, so the spectral term

couples no two modes. The skip atom at ±ui lies off every single-mode plane whenever ĝi loads two or more
modes.

Proof. Independence of the fresh weights across (i, k) splits A into two independent pieces. The spectral piece
uses a distinct weight for each mode, so each term Ri(k)ĝi(k) lives in the mode-k plane, real for k = 0 and
along the orthogonal real and imaginary pair for k ≥ 1. The real and imaginary parts of the complex weight
are two independent SαS components, so the plane carries the mass mk|ĝi(k)|α of the statement, giving the
mode-diagonal term. The skip piece multiplies the whole vector ĝi by the single scalar bi ∼ SαS(1), so biĝi is
SαS on the line through ĝi with spectral measure ∥ĝi∥αα 1

2 (δui
+ δ−ui

). Summing over channels and applying cn
gives the display. The within-plane masses are m0 = 1 and mk = 2 for k ≥ 1, from the two independent real
and imaginary parts of the complex weight.

Proposition 4 (a dominant mode lands mass on a harmonic family). Under the one-large-jump assumption
and a half-wave rectifying activation (a+ = 1, a− = 0), condition on a dominant input coefficient Bim0 . Then
zi(x) = 2|Bim0

| cos(m0x+ψi) +O(1) and gi(x) = 2|Bim0
| ρ(m0x+ψi) + o(|Bim0

|) with ρ(θ) = max(cos θ, 0) the
half-wave rectified cosine, whose coefficients are ρ̂0 = 1

π , ρ̂±1 = 1
4 , ρ̂±2k = 1

π
(−1)k+1

4k2−1 , and zero on odd harmonics
above one. A single dominant mode m0 therefore deposits Fourier mass on the whole in-band harmonic family
H(m0) = {km0 : k ∈ {0, 1, 2, 4, 6, . . . }, |km0| ≤ N} at once, in the fixed proportion (ρ̂k), so the direction ui
concentrates on the fixed off-axis direction v(m0) supported on H(m0).

Proof. Under dominance the other modes contribute an O(1) field, so the leading term is a large-amplitude
cosine. Asymptotic linearity with a+ = 1, a− = 0 gives ϕ(t) = max(t, 0) + o(|t|), and substitution of the cosine
gives gi = 2|Bim0

|ρ(m0x + ψi) + o(|Bim0
|). The listed coefficients are the classical half-wave rectified-cosine

series, computed from ρ̂k = 1
2π

∫︁ π/2
−π/2 cos θ e

−ikθdθ. The coefficient at mode km0 is ρ̂keikψi , nonzero exactly on
the stated family, so the limiting direction follows.

Lemma 7 (the case with no skip is diagonal, by a logarithmic margin). With b ≡ 0 the conditional measure
of Lemma 6 is supported on the single-mode planes, so the limit symbol Γ is diagonal and the modes are inde-
pendent. Diagonality holds only by a logarithmic margin. Under the one-large-jump assumption one large input
coefficient makes both harmonic output coordinates large at once, so the spectral joint jump of a pair from the
fresh weights is of order t−α with no logarithm, seeded by that single input jump, while the mechanism needing
two independent large weights is the strictly subdominant t−2α. The marginal carries a logarithm, at t−α log t,
so nP(spectral joint > εan) ≍ ε−α/ logn→ 0 while the marginal count stays positive.

Proof. The fresh weights for each mode randomize the joint direction of the spectral pair, so its off-axis mass is
killed by the single factor 1/ logn between the joint order a−αn and the marginal a−αn log n, with its logarithm,
that fixes the norming. The count with the shared factor is the one in Lemma 3. The remaining step is the
marked weak law, the index-1 weak law of Lemma 5 applied to the marks Vih(ui) with Vi = ∥ĝi∥αα and h
continuous on the sphere, whose index-1 tail follows from the regular variation of ĝi, and bounded convergence
of the exact conditional characteristic function closes the limit.

The case L = 2. Composition of the single spectral layer of Theorem 1 with one coupled skip block, on the
diagonal independent-coefficient input that meets the one-large-jump assumption, gives a symmetric α-stable
depth-2 field with symbol (α,Γ2). The spectral term is mode-diagonal by Lemma 6, placing mass mkKk on
mode k with m0 = 1 and mk = 2 for k ≥ 1, where cαn

∑︁
i |ĝi(k)|α → Kk by Lemma 5. The skip term is

off-diagonal. Because bi is shared across modes, one input jump along mode m0 makes the whole vector ĝi jump
along the fixed direction v(m0) of Proposition 4, and this contribution is the product bi · A of two independent
index-α tails, so it carries a logarithm, at t−α log t, and survives the same norming, whereas the spectral joint
from the fresh weights dies by Lemma 7. A marked weak law then places off-axis atoms wm0Θm0 on the
harmonic families H(m0), so Γ2 charges directions off the coordinate axes. In the sequential width limit the
passage from the exact conditional measure to Γ2 is a marked weak law over the independent channel copies,
so the result is unconditional modulo the finite band. The off-axis atom mass is wm0

= 2αCαλ ∥(ρ̂k)∥αα with
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Cα = (1 − α)/(Γ(2 − α) cos(πα/2)) for α ̸= 1, removable at α = 1 with value C1 = 2/π, and the single-layer
atom weight λ is fixed in closed form by Lemma 4, the total mass of mode m0. The simultaneous width limit,
where both widths grow together, stays open.

Dependence of the coupled modes follows from Γ2 charging off-axis directions. Spectral-measure uniqueness
for α < 2 and the axis-support criterion make any set of modes loaded by a common off-axis atom dependent
(Samorodnitsky and Taqqu, 1994). A covariation is not used for this. For 1 < α < 2 the covariation of a
coupled pair can vanish under a uniform-phase input, since the phase average

∫︁ 2π

0
eiψe2iψdψ = 0 annihilates the

fundamental-to-second-harmonic pair, so a null covariation carries no information about independence here. The
scale of each mode is σαk =

∫︁
|sk|α Γ2(ds) over all of Γ2, off-axis atoms included, and equals the axis mass Kk

only in the diagonal case b ≡ 0.

General depth. For L ≥ 3 each block sees a coupled input. In the fully sequential width limit the layer-ℓ input
is jointly SαS with symbol (α,Γ(ℓ)) and a finite atomic Γ(ℓ), so its LePage series represents it as independent
stable scalars along the atoms. Its large fluctuations then follow a one-large-jump along a single atom va carrying
a real band-limited waveform Pa, so the general-symbol hypothesis is a theorem here, not an assumption. The
following lemma is the deterministic core of the induction.

Lemma 8 (rectification seeds an in-band nested harmonic set). For a GELU-type activation and a real band-
limited waveform Pa with support Sa, uniformly as A → +∞, ϕ(APa(x)) = AP+

a (x) + o(A) with P+
a = 1

2 (Pa +

|Pa|), so ĝi(m) = Aˆ︃P+
a (m)+o(A). Because |Pa| has corners, ˆ︃P+

a is supported on a set S′
a ⊇ Sa that is generically

strictly larger, and its in-band part ρ(a) = ˆ︃P+
a |N is a fixed off-axis direction. The single-harmonic case recovers

Proposition 4.

Proof. Pointwise ϕ(APa(x))/A→ max(Pa(x), 0) = P+
a (x) off the finite zero set of the trigonometric polynomial

Pa, dominated by |Pa|, so the convergence is in L2(T) and the coefficients converge to ˆ︃P+
a . The identity

P+
a = 1

2 (Pa + |Pa|) and the Lipschitz corner of |Pa| give a Fourier tail of order m−2, hence infinitely many
nonzero harmonics unless a symmetry cancels them, and the retained band keeps the in-band part.

The depth-L width limit is then a symmetric α-stable field with symbol (α,ΓL), ΓL = RL−1(Γ1), where the layer
map R adds one off-axis atom at ρ(a) for each input atom va through the shared skip, at the order that carries
a logarithm, and keeps the fresh spectral term mode-diagonal. Iteration supports ΓL on the nested harmonic
sets inside the fixed band, and ΓL is diagonal if and only if every skip vanishes, since b ≡ 0 at every layer deletes
the skip term of R. The compounding mechanism of Lemma 8, its atom locations and orders, and the diagonal
criterion are proven. In the fully sequential width limit the passage from single-channel tail orders to R(Γ(ℓ)) is
the same marked weak law as at L = 2, invoked once for each layer, and its i.i.d.-channel hypothesis holds at
every layer because the output channels of a block share only the LePage atom scalar of their common input,
whose joint jump across two channels integrates two independent fresh-weight tails against the exact index-α
atom law and so carries no logarithm, dying by the 1/ log n margin while the log-enhanced marginal survives.
The depth-L statement therefore holds in the sequential limit, conditional only on a nondegeneracy assumption:
at every layer, for every atom va of Γ(ℓ), the in-band rectified image ρ(a) is nonzero and loads a mode outside
the support of va. The nonvanishing ρ(a) ̸= 0 is automatic, since each atom pair keeps at least one sign branch
with a rectified waveform of positive mean, so only the off-axis loading is assumed, and the family enlargement
is not needed for the diagonal criterion. Rectification preserves the 2π/m0 period of a harmonic-family atom,
so its new in-band modes are the odd multiples of m0. These are present when 3m0 ≤ K and absent for an
atom near the band edge, so ΓL loads the nested harmonic sets only for atoms with in-band odd harmonics.
Weak convergence on L2(T) is metrizable, so the sequential limit extends along any width path that grows fast
enough. With the deeper widths fixed the earlier width converges, and a diagonal choice of widths carries every
sufficiently fast path to the same field. The simultaneous width limit stays open.

A.2 Retrieval consistency

The three retrieval propositions work on the discretized torus with N grid points, retained band K =
{−K, . . . ,K}, and DFT û(k) = (F u)(k). A translation-invariant operator acts diagonally as ˆ︂Au(k) = p̂(k)û(k)
with multiplier p̂. The single Fourier-multiplier layer u ↦→ F−1(R[·]F u) carries a learnable weight R[k] for
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each mode, so R is the model symbol. A symmetric α-stable law SαS(σ) has |φ(θ)| = exp(−σα|θ|α), so
− log |φ(θ)| = σα|θ|α.

A.2.1 Proof of Proposition 1

Proposition 1. A single Fourier-multiplier layer fit by least squares to input/output pairs of a translation-
invariant operator with multiplier p̂(k) recovers R[k] → p̂(k) on every mode of nonzero input energy. For the
target e−t|ξ|

α

the stability index is identified by log(− logR[k]) = log t+ α log |k|.

Proof. Let the pairs be {(u(i), v(i))}mi=1 with v̂(i)(k) = p̂(k)û(i)(k) + η(i)(k) and η(i)(k) zero-mean output noise
independent of the inputs, the noiseless case being η ≡ 0. By Parseval the least-squares loss decouples across
modes into

∑︁
k Lk(R[k]) with Lk(r) =

1
m

∑︁
i |rû(i)(k) − v̂(i)(k)|2. Each Lk is a strictly convex quadratic in the

single complex variable r whenever the mode energy Em(k) =
∑︁
i |û(i)(k)|2 is positive, and the Wirtinger normal

equation ∂r̄Lk = 0 gives the closed form

R⋆[k] =

∑︁
i û

(i)(k) v̂(i)(k)∑︁
i |û(i)(k)|2

= p̂(k) +

∑︁
i û

(i)(k) η(i)(k)

Em(k)
.

For η ≡ 0 this is exact, R⋆[k] = p̂(k) whenever Em(k) > 0. For zero-mean output noise of bounded variance
with 1

mEm(k) → ck > 0, the estimator is unbiased and VarR⋆[k] ≤ s2/Em(k) = O(1/m), so R⋆[k] → p̂(k) in L2.
This L2 consistency clause covers light-tailed output noise only. The infinite-variance α-stable case of the main
text is handled by the residual characteristic-function estimator of Proposition 3, which is built for heavy tails.
For the isotropic α-stable transition target p̂(k) = e−t|k|

α

with k ̸= 0, exactness gives − logR⋆[k] = t|k|α > 0, so
a second logarithm gives log(− logR⋆[k]) = log t+ α log |k|, an affine relation whose ordinary least squares slope
is α and intercept log t, exactly in the noiseless case and consistently under output noise. The mode k = 0 is
excluded because R⋆[0] = 1. Training uses gradient descent on the convex separable loss and converges to R⋆,
and a symbol of large dynamic range such as 1/k2 makes the curvature Em(k) of each mode span a wide range,
so the problem is ill-conditioned but convex.

At large |k| the multiplier e−t|k|
α

underflows, so R⋆[k] carries large relative error and − logR⋆[k] is unstable, and
a practical fit restricts to a band where R⋆[k] is bounded away from 0 and 1. Within that band the recovery
reaches the reported relative L2 error near 7× 10−7 for the stable symbol.

A.2.2 Proof of Proposition 2

The method from the initialization prior extracts the noise from the initialization prior of the random operator,
in the isotropic stationary-input idealization where the width-limit field with discrete spectrum is X(x) =∑︁
k∈KRke

ikx with R−k = Rk and Rk independent SαS(σk). The representation is the law of the initialization
prior of the random operator, indexed by spatial frequency, and its symbol is the pair (α,Γ).
Proposition 2. The discrete-spectrum field is non-ergodic. One trained network reveals its realized coefficients
only. The law (α,Γ) follows from an ensemble of networks. The marginal scale σαk =

∫︁
|sk|α dΓ of each mode is

estimable from an ensemble of m initializations at rate
√
m. The cross-mode coupling requires joint multi-mode

statistics.

Proof. Under the spatial shift Th : X(·) ↦→ X(· + h) the coefficients transform as Rk ↦→ Rke
ikh, so each

modulus |Rk| is shift-invariant. A positive scale σk makes |Rk| non-constant, so the invariant σ-field carries
a non-degenerate random variable, which is the failure of ergodicity for a measure-preserving action. A single
realization X(·;ω) is a finite trigonometric sum with distinct frequencies, so its coefficients Rk(ω) are recovered
exactly by projection, but they are one joint draw from

∏︁
k SαS(σk), that is one sample from each mode, so no

functional of one realization is a consistent estimator of (α, {σαk }). An ensemble of m independent initializations
makes each mode’s sample {R(j)

k }mj=1 into m i.i.d. SαS(σk) draws, and the characteristic-function estimator of
Proposition 3, applied to each mode with the shared stability index pooled across modes, returns α̂ → α and
σ̂αk → σαk at the

√
m rate. For α < 2 the atomic spectral measure, and hence (α, {σαk }), is uniquely determined

by the law, so the target is well posed (Samorodnitsky and Taqqu, 1994). At α = 2 the spectral measure is not
unique, but the scale of each mode remains identifiable as a variance of the diagonal covariance, and only the
finer angular structure within a mode is lost.
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Non-ergodicity does not rest on isotropy. The obstruction is that each |Rk| is a non-degenerate shift-invariant ran-
dom variable, which holds for any non-degenerate atomic component, anisotropic ones included, so the isotropic
idealization is used only to make Th measure-preserving and to reduce each mode’s marginal to a single scalar.
At depth the propagated law is (α,Γ) with Γ non-diagonal, so the scales σαk =

∫︁
|sk|α dΓ are the marginal scales

of the individual modes in the joint law, the integral running over all of Γ. These marginals stay estimable one
mode at a time from the ensemble by the estimator for each mode. The cross-mode coupling is not a function
of each mode’s marginals, so its recovery requires joint multi-mode characteristic-function statistics on vector
arguments that excite several modes at once, and only scalar α and the scale of each mode carry a

√
m guarantee

here. The full multivariate jump measure is a hard nonparametric problem and is not claimed.

A.2.3 Proof of Proposition 3

The residual method fits a mean map and extracts α from the residuals. The data are u(i) = G(a(i)) + ϵ(i) with
G the true deterministic operator and ϵ(i) ∼ SαS(σ) of index 0 < α < 2 drawn fresh for each sample. The fitted
operator Ĝ gives residuals r(i) = ϵ(i) + δ(i) with fit error δ(i) = G(a(i)) − Ĝ(a(i)). The empirical characteristic
function is φ̂(θ) = 1

m

∑︁
i e
iθr(i) , and its double-log regression on log |θ| estimates α from the slope.

Proposition 3. The empirical characteristic-function estimator of α from held-out residuals recovers the stability
index when the fit error δ is lighter-tailed than the noise, E|δ|p < ∞ for some p ∈ (α, 2]. It then extracts the
stability index regardless of the L2 size of δ, and is asymptotically normal at the

√
m rate around a slope within

a controllable tolerance of α (Koutrouvelis, 1980; Koutrouvelis and Bauer, 1982). A fit error as heavy-tailed as
the noise breaks the recovery.

Proof. The held-out split makes δ and ϵ independent, so |φr| = |φδ| |φϵ| with |φϵ(θ)| = e−σ
α|θ|α , and

− log |φr(θ)| = σα|θ|α − log |φδ(θ)| with − log |φδ| ≥ 0. The noise term is a lower bound, so the misfit can only
raise the exponent. Let δs = δ − δ′ for an independent copy, so |φδ|2 = φδs . The inequality 1− cosu ≤ 21−p|u|p
for p ∈ (0, 2] gives 1− φδs(θ) = E[1− cos θδs] ≤ 4E|δ|p |θ|p, so on the range 4E|δ|p|θ|p ≤ 1

2 ,

σα|θ|α ≤ − log |φr(θ)| ≤ σα|θ|α + 4E|δ|p |θ|p.

The double-log response is α log |θ|+α log σ+η(θ) with 0 ≤ η(θ) ≤ (4E|δ|p/σα)|θ|p−α. The ordinary least-squares
slope on the grid xℓ = log |θℓ| is the linear functional

∑︁
ℓ wℓyℓ of the responses, with wℓ = (xℓ− x̄)/

∑︁
j(xj − x̄)2,∑︁

ℓ wℓ = 0, and
∑︁
ℓ wℓxℓ = 1, so on yℓ = αxℓ + α log σ + η(θℓ) it returns α +

∑︁
ℓ wℓη(θℓ). Hence |slope − α| ≤

(
∑︁
ℓ |wℓ|)maxℓ η(θℓ), a grid constant times the largest deviation. A small enough θmax puts the slope within

any tolerance of α for a fit error of any L2 size. For the sampling law the empirical characteristic function
converges uniformly on compact sets (Feuerverger and Mureika, 1977; Paulson et al., 1975), and its finite-grid
central limit theorem (Feuerverger and McDunnough, 1981) carries through the map φ ↦→ log(− log |φ|) on the
band where |φr| is bounded away from 0 and 1, then through least squares, so

√
m(α̂− αpop) is asymptotically

normal about the population slope (Koutrouvelis, 1980; Koutrouvelis and Bauer, 1982). The modulus removes
the first-order phase term iθEδ, so the fit error enters at second order, and the exact

√
m rate about α holds

when (E|δ|p/σα)θ p−αmax = o(m−1/2). If δ has a regularly varying tail of index αδ < α the slope converges to αδ
and recovery fails, and at αδ = α the stability index survives while the scale is biased up.

In-sample residuals violate independence, since Ĝ has partially absorbed the noise, which biases σ̂ downward,
so a held-out split is required. Recovery needs only the held-out fit error to be lighter-tailed than the noise, not
small, so a large but light-tailed misfit still returns the stability index. The finite-m variance inflates as α → 2,
because the heavy-tail signal that separates α < 2 from the Gaussian lives in the rare large values, which grow
scarce near the boundary. This is the mild downward bias seen near α = 2. At α = 1.2 the infinite-variance noise
degrades the mean fit until the error is itself heavy-tailed, the tail condition fails, and the recovery is biased and
unstable, so those cells carry no clean split.

B COMPRESSIBLE-FLOW BENCHMARKS

The compressible-flow families were run across the full stability-index range in two and three dimensions. The
spectral FNO does not fit their shock-forming dynamics. A Fourier basis rings on the discontinuities, so the fit
to the clean data stays well above the 0.35 gate (Table 4). The residual method then cannot separate the signal
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from the noise to extract a stability index. The failure is visible in the recovered stability index. Across the six
cells it pins to α̂ ≈ 1.2–1.35 whether the injected stability index is 1.2, 1.5, or 1.8, so the estimator extracts the
heavy-tailed fit error. A shock-capturing backbone, a flux-form or finite-volume head, would be needed to bring
the fit error below the noise tail for the residual method to apply.

Table 4: Fit to the clean data (relative L2) of the FNO on the compressible-flow families. All values are above
the 0.35 fit gate, and the recovered stability index pins to the heavy-tailed fit error, not to the injected noise (see
text).

family α=1.2 α=1.5 α=1.8

Compressible flow 2D 1.03 0.78 0.77
Compressible flow 3D 1.46 0.73 0.72
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